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Sr. Python Developer (GenAI/LLM)

    					PROFESSIONAL SUMMARY  	     				 
[bookmark: _Hlk126766008]
· [bookmark: _GoBack]Senior Python Developer with 10+ years of experience architecting, developing, and deploying scalable backend systems, microservices, and production-grade GenAI/LLM applications using Python, Django REST Framework, FastAPI, LangChain, and LangGraph across enterprise biotech, consulting, B2B, and digital transformation sectors.
· Extensive hands-on experience building production RAG (Retrieval-Augmented Generation) pipelines, agentic AI workflows, and multi-agent orchestration systems using LangChain, LangGraph, OpenAI API (GPT-4), AWS Bedrock (Claude, Llama), ChromaDB, FAISS, Pinecone, and pgvector vector databases with prompt engineering techniques including few-shot, chain-of-thought, and ReAct prompting.
· Expert in backend development using Python, Django, Django REST Framework, Flask, and FastAPI, designing RESTful APIs, GraphQL endpoints, and gRPC services for high-throughput microservices architecture with Celery task queues, Kafka event-driven architecture, and Redis caching.
· Proven expertise in building FastAPI and Django REST Framework microservices for GenAI applications, designing RESTful API endpoints for RAG chatbots, LLM inference pipelines, and embedding generation services with Pydantic schema validation, Celery async task processing, Redis caching, and sub-second response times at scale.
· Expert in cloud-native AI deployment with hands-on experience in AWS (Bedrock, SageMaker, EC2, S3, Lambda, ECS, API Gateway), deploying LLM inference services, containerized GenAI applications using Docker and Kubernetes, and managing model serving infrastructure across development, staging, and production environments on AWS EKS.
· Proficient in AI/ML engineering and NLP, with hands-on experience in LLM fine-tuning (LoRA/PEFT), embeddings generation, transformer architectures, and building predictive models using PyTorch, TensorFlow, Scikit-learn, Hugging Face Transformers, and MLflow for model serving, experiment tracking, and MLOps pipelines.
· Deep expertise in GenAI observability and evaluation using LangSmith, OpenTelemetry, LLM Evaluation & Tracing, Model Monitoring, Drift Detection, Prometheus, and Grafana for production AI system reliability.
· Deep expertise in vector databases and semantic search infrastructure using ChromaDB, Pinecone, pgvector, FAISS, and Weaviate for RAG retrieval pipelines and AI-powered applications, alongside production experience with PostgreSQL, MongoDB, Redis, MySQL, Elasticsearch, and Cassandra for high-throughput transactional and caching workloads.
· Designed and implemented scalable microservices architecture with event-driven design using Kafka, integrating third-party APIs, Salesforce CRM, Stripe payments, and asynchronous task queues using Celery and RabbitMQ.
· Experienced in resolving critical production incidents in distributed systems, optimizing API performance and throughput at scale, mentoring engineering teams, conducting code reviews, and driving platform reliability through SRE practices in Agile/Scrum environments.




                 			    EDUCATION & CERTIFICATIONS					
· Bachelor’s in Engineering – VIT university, Vellore, INDIA
· Certiﬁcate Program in Artiﬁcial Intelligence and Machine Learning
· AWS Certified Developer – Associate certification.
· Python for Everybody Specialization: University of Michigan
· Algorithmic Toolbox: University of California San Diego
· Certiﬁed DevOps Quality Assurance Engineer
                 			 	  TECHNICAL SKILLS						

Languages:	Python, Java, C++, Rust, SQL, JavaScript, TypeScript
LLMs & GenAI:	LangChain, LangGraph, LlamaIndex, RAG, Agentic AI, Multi-Agent Systems (CrewAI, AutoGen), OpenAI API(GPT-4), AWS Bedrock (Claude, Llama), Hugging Face Transformers, Prompt Engineering (Few-Shot, Chain-of-Thought, ReAct),LLM Fine-Tuning (LoRA/PEFT), Embeddings
Observability:	LangSmith, OpenTelemetry, LLM Evaluation & Tracing, Model Monitoring, Drift Detection, Prometheus, Grafana
Vector DBs:	ChromaDB, Pinecone, pgvector, FAISS, Weaviate, Elasticsearch
ML & Data: 	             PyTorch, TensorFlow, Scikit-Learn, NLP, Feature Engineering, MLflow
Backend:	Django, Django REST Framework, Flask, FastAPI, Spring Boot, Celery, REST APIs, GraphQL, gRPC
Frontend:	React.js, TypeScript, Redux, HTML5, CSS3, JavaScript, jQuery, Bootstrap, Webpack
Databases:	PostgreSQL, MongoDB, Redis, MySQL, Cassandra, Elasticsearch
System Design:	Microservices, Event-Driven Architecture, Distributed Systems, High Availability, Caching, Kafka, Rate Limiting
Cloud & Devops:	AWS (EC2, S3, Lambda, SageMaker, Bedrock), Docker, Kubernetes, Terraform, Jenkins, ArgoCD, Helm, CI/CD
  







   				      PROFESSIONAL EXPERIENCE	                             			

[bookmark: _Hlk123264685]
Client: Twist Bioscience, San Francisco, CA		         		                     Mar’ 25 – Present
[bookmark: OLE_LINK1]Role: Sr. Python Developer (GenAI/LLM)

Responsibilities:
· Architected and deployed an enterprise RAG-based intelligent knowledge assistant ("TwistAssist") using LangChain, LangGraph, and AWS Bedrock (Claude, Llama) with ChromaDB and FAISS vector databases, enabling natural language querying over 100,000+ internal documents including DNA synthesis protocols, SOPs, and product specifications — reducing engineer onboarding time by 40% and Tier-2 support escalations by 35%.
· Designed and built the FastAPI microservice backend for the TwistAssist chatbot with persistent memory architecture using Redis for session state management and PostgreSQL for conversation history, implementing few-shot prompting, chain-of-thought reasoning, and ReAct prompting patterns to handle multi-turn conversations across customer support and developer assistance workflows integrated with Salesforce CRM via REST APIs.
· Implemented end-to-end GenAI observability and evaluation pipeline using LangSmith for agent tracing, prompt versioning, and regression testing across all LLM workflows, establishing retrieval accuracy benchmarks (achieving 93% retrieval precision), hallucination detection metrics, and automated evaluation datasets — enabling data-driven prompt optimization and model selection between GPT-4, Claude, and Llama models on AWS Bedrock.
· Led development of "Sequence Intelligence," a LangGraph-based multi-agent orchestration system that analyzes problematic DNA sequences rejected during synthesis scoring, provides chain-of-thought explanations of failure reasons (GC content, repeats, hairpins), and generates optimized sequence alternatives using RAG retrieval over Twist's codon optimization knowledge base with pgvector and FAISS — reducing sequence rejection rates by 25% and improving first-order customer conversion by 15%.
· Built the Sequence Intelligence FastAPI microservice with Celery async task processing and Pydantic schema validation, exposing RESTful API endpoints consumed by the React.js e-commerce frontend, processing 30,000+ sequence analysis requests per month with sub-3-second response times through embedding caching in Redis and optimized vector similarity search across pgvector and FAISS vector databases.
· Developed "OrderIQ" an LLM-powered order anomaly detection and alerting system using LangChain and RAG over the order database (pgvector), automating detection of missing data fields, processing failures, and SLA risks across the order pipeline — replacing manual Splunk log analysis with automated bot alerts via Slack/PagerDuty, reducing mean-time-to-detection from hours to under 5 minutes and eliminating 60% of manual production triage effort.
· Built and maintained the core Django REST Framework backend (Twist-API) powering the biotech e-commerce platform, developing high-throughput RESTful APIs for order management, quote generation, DNA construct processing, and real-time pricing engine serving thousands of enterprise customers with PostgreSQL, Celery task queues, Redis caching, and Kafka event-driven architecture processing millions in daily transactions.
· Resolved critical production incident where a high-volume enterprise client (1,000+ concurrent API orders per minute) overwhelmed the order processing pipeline causing Salesforce record locking and order drops — designed and implemented an asynchronous order queue system using Celery, Redis, and RabbitMQ with rate limiting, retry logic with exponential backoff, and idempotency keys, achieving zero order drops during peak traffic and 90% reduction in processing latency.
· Built the MES Order Transformer microservice using Python, Celery, and Redis with RabbitMQ message broker, implementing distributed locking with python-redis-lock to prevent concurrent order processing race conditions, Pydantic validation for order payload transformation, and Celery Beat scheduled polling tasks to reliably transfer orders from Django REST Framework API to Manufacturing Execution System with zero data loss.
· Designed and built the promotion microservice from ground up using Java Spring Boot 3.3, Spring Data JPA, and PostgreSQL, featuring RESTful APIs with JWT authentication and Spring Security for campaign management and promotion code generation via Excel bulk uploads (Apache POI), integrated with the Python e-commerce checkout pipeline serving thousands of enterprise customers.
· Implemented distributed tracing and observability using OpenTelemetry across Python (Django/FastAPI), Java (Spring Boot), and Ruby (Rails) microservices, establishing CI/CD pipelines with Jenkins and ArgoCD GitOps deployments to Kubernetes (EKS) with Helm charts, and monitoring dashboards with Elastic APM, Sentry, Prometheus, and Grafana for production system health tracking across 6+ environments.
· Managed Kubernetes deployments across dev, QA, staging, production, UAT, and performance environments using ArgoCD GitOps patterns with Helm value configurations, supporting multi-environment promotion workflows and zero-downtime deployments for the entire microservices platform including Python, Java, and Ruby services on AWS EKS clusters.
· Optimized DNA sequence validation pipeline processing 30,000+ sequences per batch order by implementing concurrent batch processing with Python asyncio and Celery task chunking, reducing validation time from 2+ minutes to under 20 seconds (90% latency improvement) — directly impacting Express Genes turnaround time SLAs for enterprise customers.
· Drove continuous platform improvements through SRE on-call rotation, cross-functional collaboration with product, QA, and bioinformatics teams, mentoring 3 junior engineers on Python best practices and microservices architecture, and proactively identifying bottlenecks and proposing architectural enhancements across an 80+ engineer platform organization.

Environment:	Python, Django, Django REST Framework, FastAPI, Java, Spring Boot 3.3, React.js, TypeScript, Redux, LangChain, LangGraph, OpenAI API (GPT-4), AWS Bedrock (Claude, Llama), ChromaDB, FAISS, pgvector, Pinecone, LangSmith, RAG, Agentic AI, Multi-Agent Systems, Prompt Engineering (Few-Shot, Chain-of-Thought, ReAct), Pydantic, PostgreSQL, MongoDB, Redis, Celery, RabbitMQ, Kafka, OpenTelemetry, Docker, Kubernetes, ArgoCD, Helm, Jenkins, Stripe, Salesforce, Elasticsearch, Sentry, Prometheus, Grafana, Agile/Scrum.









[bookmark: OLE_LINK3]Client: McKinsey & Company, TX		         		                                             July’ 23 – Feb’ 25
Role: Sr. Python Developer
Responsibilities:
· Developed a scalable API testing framework from scratch using PyTest and Python reporting libraries, automating integration testing and improving efficiency.
· Automated multiple manual workflows using Python scripts and UNIX shell scripting, optimizing execution time and reducing human intervention.
· Use Python unit and functional testing modules such as unit test, unittest2, mock, and custom frameworks in-line with Agile Software Development methodologies. Used standard Python Modules e.g., CVS, RobotParser, itertools, pickle, jinja2, lxml for development.
· Involved in code reviews using GitHub pull requests, reducing bugs, improving code quality, and increasing knowledge sharing. Importing and exporting the table data from one schema to anther schema using Oracle Data Pump, Import/Export.
· Manage datasets using Panda data frames and MySQL, queried MYSQL database queries from python using Python-MySQL connector and MySQL dB package to retrieve information. Generated Python Django Forms to record data of online users and used PyTest for writing test cases.
· Used Pandas as API to put the data as time series and tabular format for manipulation and retrieval of data. Helped with the migration from the old server to the Jira database (Matching Fields) with Python scripts for transferring and verifying the information.
· Perform troubleshooting, fixed, and deployed many Python bug fixes of the two main applications that were the main source of data for both customers and internal customer service team. Generating various capacity planning reports (graphical) using Python packages like NumPy, matplotlib.
· Design and maintain databases using Python and developed Python-based API (RESTful Web Service) using Flask, SQL Alchemy, and PostgreSQL. Develop the workflow and dataflow of SSIS ETL processes to support many different file structures and business processes.
· Manage code versioning with GitHub, Bitbucket and deployment to staging and production servers and implement MVC architecture in developing the web application with the help of the Django framework.
· Use Celery as task queue and RabbitMQ, Redis as a messaging broker to execute asynchronous tasks. Coordinated containerization efforts using Docker and Kubernetes to ensure scalable deployments of microservices in production.
· Design and manage API system deployment using fast Http server and AmazonAWS architecture.
· Develop remote integration with third party platforms by using RESTful web services and Successful implementation of Apache Spark and Spark Streaming applications for large scale data. Involved in the development of WebServices using SOAP for sending and getting data from the external interface in the XML format.
· Built NLP-powered text processing pipelines using NLTK, Stanford NLP, and Hugging Face Transformers for document classification, entity extraction, and semantic similarity matching across B2B client datasets, leveraging Scikit-learn for model training and TF-IDF/word embeddings for feature engineering — laying the foundation for production NLP and LLM application development.
· Collaborated with B2B clients to exchange data in XML format, ensuring secure and reliable data workflows aligned with enterprise standards.
· Solving the server crashing problem while running huge data with the Alteryx workflow most of the times. Debugged through SPARK UI and arrived at near optimum Spark configurations using Yarn such as partitioning, shuffle partitions, no of executers and driver nodes and memory for the project.
· Delivered a robust running workflow using PySpark that runs under 15 mins that processes and tracks all the car parts in different plants and lines of FORD and displays them on dashboard.
· Designed and developed RESTful APIs using Flask and FastAPI to serve ML prediction models for price forecasting and parts consumption analysis, integrating Python-based ML algorithms (Scikit-learn, Pandas, NumPy) with React frontend components via REST endpoints, implementing model versioning, input validation with Pydantic, and async inference processing with Celery and Redis.

Environment:	Python 3.6, Django 1.10,1.11, MySQL, Shell Scripting, Teradata, REST, HTML5, CSS3, Bootstrap, Java, JavaScript, jQuery, JSON, Matplotlib, PyTest, Sublime, JIRA, SVN.




Client: Nuviso Systems, Milpitas, CA					       	       Jan 22 – June’ 23
Role: Sr. Full Stack Python Developer
Responsibilities:
· Designed and Developed UI for creating Dashboard application using AngularJS, D3, C3, HTML, CSS, Bootstrap, JavaScript, and jQuery.
· Developed and implemented Python scripts to automate retrieval, parsing and reporting of configuration parameters from Network Devices connected to customer networks. Involved in user interface design and development using JSP, Servlet, HTML5, CSS3, and JavaScript. 
· Wrote and tested Python scripts to create new data files for Linux server configuration using a Python template tool. Designed and developed data management system using MySQL.
· Modified controlling databases using SQL generated via Python and Perl code, collected, and analyzed data with Python programs using SQL queries from the database of data collected from the systems under tests. 
· Maintained Docker-based development environment, streamlining local testing and integration with cross-functional teams.
· Closely worked with Kafka Admin team to set up Kafka cluster setup on the QA and Production environments.
· Involved in write application-level code to interact with APIs, Web Services using AJAX, JSON and hence building a type-ahead feature for zip code, city, and county lookup using jQuery, Ajax, and jQuery UI. 
· Collaborate with Product Management and User Experience experts regarding product definition, schedule, scope, and project-related decisions. Used Python libraries and SQL Queries/subqueries to create several datasets which produced statistics, tables, figures, charts, and graphs.
· Skilled in using collections in Python for manipulating and looping through different user-defined objects. Work with a small team of ETL developers on specific projects, including working directly with senior managers and clients.
· Involved in the Web/Application development using Python, HTML5, CSS3, AJAX, JSON, and jQuery.
· Cleaned data and processed third-party spending data into Manoeuvrable deliverables within a specific format with Excel macros and python libraries such as NumPy, SQL Alchemy, and Matplotlib.
· Prototype proposal for Issue Tracker website using Python/Django connecting MySQL as Database. 
Environment:	Python, HTML5, CSS3, AJAX,RDBMS, JSON, jQuery, MySQL, NumPy, SQL Alchemy, Matplotlib, Hadoop, KAFKA, Pig Scripts, ETL.

Client: Adani, India				           			                            Jan 19 – Dec 21
Role: Software Engineer (Python & Full Stack Developer)
Responsibilities:

· Involved in all phases of SDLC including requirement gathering, design, analysis, development, testing, and deployment of the application.
· Developed full-stack applications using Python, Django, Flask, and AngularJS, ensuring scalability and high-performance architecture.
· Designed and implemented RESTful APIs using Flask and Django REST Framework, enabling seamless communication between microservices.
· Developed interactive UI components using HTML5, CSS3, JavaScript, jQuery, and Bootstrap, enhancing user experience and accessibility.
· Implemented MVT architecture with Django and developed views, templates, and controllers to create a user-friendly interface.
· Built SQL queries and stored procedures for CRUD operations, optimizing database queries for PostgreSQL and MySQL to enhance performance.
· Handled authentication and session management, implementing secure login features using Django’s built-in authentication and OAuth.
· Automated routine tasks using Python scripting and Bash, improving operational efficiency and reducing manual workload.
· Developed ETL pipelines for large-scale data processing using Apache Spark, PySpark, and integrated Kafka for real-time data ingestion.
· Debugged and optimized code, implementing Python OOD best practices, logging, monitoring, and performance tuning for production stability.
· Designed data visualization dashboards using Matplotlib, Pandas, and Pygal, providing key insights to business stakeholders.
· Coordinated with SAP and Salesforce teams on system integrations, ensuring smooth data exchanges for enterprise business processes.
· Implemented AWS Lambda functions and Step Functions for automating decision-making in background verification and asset management.
· Developed and secured APIs, ensuring compliance with OAuth2, JWT, and role-based access control.
· Worked with NoSQL databases like MongoDB, Redis, and Cassandra for scalable and distributed data storage solutions.
· Implemented multithreading and multiprocessing for handling concurrent tasks efficiently in high-load environments.
· Conducted code reviews, enforced best practices, and collaborated in an Agile environment, ensuring efficient project delivery and continuous integration. Successfully migrated the Django database from SQLite to MySQL to PostgreSQL with complete data integrity.

Environment:	Python 3.6, MySQL, Shell Scripting, REST, Teradata Database,HTML5, CSS3, JavaScript, jQuery, JSON, AJAX, Matplotlib, PyTest.

Client: Beyond Key Solutions, India				            	                      Feb 17 – Dec’18
Role: Python Developer
Responsibilities:

· Developed and maintained backend services using Python, Django, and Flask, implementing MVT architecture for scalable web applications.
· Designed and optimized RESTful APIs using Django REST Framework (DRF) to facilitate seamless communication between front-end and back-end systems.
· Integrated PostgreSQL and MySQL databases, writing optimized SQL queries, stored procedures, and using Django ORM for efficient data retrieval and manipulation.
· Built interactive UI components using HTML5, CSS3, JavaScript, and jQuery, enhancing user experience and front-end responsiveness.
· Implemented authentication and authorization mechanisms using Django’s built-in authentication system, OAuth2, and JWT for secure user management.
· Automated routine data processing tasks using Python scripting and Pandas, streamlining ETL workflows for business intelligence reporting.
· Developed unit and functional test cases using PyTest and unittest frameworks, ensuring high-quality software releases.
· Performed debugging and performance tuning using Python profiling tools, optimizing application load times and reducing memory usage.
· Utilized Git and GitHub for version control, actively contributing to codebase improvements and participating in pull request reviews.
· Worked with asynchronous task queues using Celery and RabbitMQ to manage background tasks and improve application performance.
· Developed web scraping scripts using BeautifulSoup and Scrapy to extract data from structured and unstructured web sources.
· Assisted in CI/CD pipeline setup using Jenkins and Docker, gaining experience in automated build and deployment processes.
· Monitored application performance using logging tools like Logstash and ELK stack, identifying bottlenecks and resolving issues proactively.
· Followed Agile methodologies, participating in daily stand-up meetings, sprint planning, and retrospectives for iterative development.
· Collaborated with cross-functional teams to implement API integrations, payment gateways, and third-party services to enhance application functionality. 

Environment:
Python, Django, Flask, PostgreSQL, MySQL, Django REST Framework, Celery, RabbitMQ, Redis, REST APIs, HTML5, CSS3, JavaScript, jQuery, Bootstrap, BeautifulSoup, Scrapy, PyTest, Jenkins, Docker, Git, Agile.
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